B227 Tutorial: The Domain Name Service

In this tutorial, we will be going through:

1. The Domain Name System (DNS) and service

2. How LINUX keeps its domain name service information

3. Retrieve different information from name servers using nslookup.

Material are drawn from LINUX Network Administrator’s Guide by Olaf Kirch (O’Reilly, 1995). An full online version of the book can be found at 

http://www.uni-tuebingen.de/zdv/projekte/linux/books/nag/nag.html
Background on the Domain Name System

Hostname Resolution

Addressing in TCP/IP networking revolves around 32-bit numbers. However, you will have a hard time remembering more than a few of these. Therefore, hosts are generally known by “ordinary'' symbolic names such as student and demarco (two machine names in Murdoch University). It is then the application’s duty to find the IP-address corresponding to this name. This process is called host name resolution. 

An application that wants to find the IP-address of a given host name does not have to provide its own routines for looking up a hosts and IP-addresses. Instead, it relies on collection of library functions called the resolver library (more on this later).

Now, on a small network like an Ethernet, or even a cluster of them, it is very easy to maintain tables mapping host names to addresses. This information is usually kept in the file named /etc/hosts, which you have encountered in previous tutorials. When adding or removing hosts, or reassigning addresses, all you have to do is update the host file on all hosts. Quite obviously, this will become burdensome with networks than comprise more than a handful of machines. This can be done using the Domain Name System, or DNS.

The DNS Hierarchy

DNS organizes host names in a hierarchy of domains. A domain is a collection of sites that are related in some sense – be it because they form a proper network (eg. all machines on a campus, or all hosts on BITNET), because they all belong to a certain organization (like Murdoch University), or because they're simply geographically close. For instance, universities in Autralia are grouped in the edu.au domain, with each University or College using a separate subdomain below which their hosts are subsumed. Murdoch University is given the murdoch.edu.au domain, with the LAN of the School of IT being assigned it.murdoch.edu.au. Hosts on the local network would have this domain name tacked onto their host name; so dijkstra would be known as dijkstra.it.murdoch.edu.au. This is called the fully qualified domain name, or FQDN, which uniquely identifies this host world-wide. 

Now, organizing the name space in a hierarchy of domain names nicely solves the problem of name uniqueness; with DNS, a host name has to be unique only within its domain to give it a name different from all other hosts world-wide. Furthermore, fully qualified names are quite easy to remember. Taken by themselves, these are already very good reasons to split up a large domain into several subdomains. 

But DNS does even more than this: it allows us to delegate authority over a sub-domain to its administrators. For example, the maintainers at the Murdoch University created sub-domains for each department, eg. IT or Commerce, and the administrators of each department determines what to do within that domain (eg. add more sub-domains,  

To this end, the name space is split up into zones, each rooted at a domain. Note the subtle difference between a zone and a domain: the domain murdoch.edu.au encompasses all hosts at Murdoch University (including ones in it.murdoch.edu.au and other sub-domains), while the zone murdoch.edu.au includes only the hosts that are managed by the Murdoch University administrators directly, for example student.murdoch.edu.au and spider.murdoch.edu.au.  The zone murdoch.edu.au do not include hosts in  it.murdoch.edu.au.

Name Lookups with DNS

At first glance, all this domain and zone fuss seems to make name resolution an awfully complicated business. After all, if no central authority controls what names are assigned to which hosts, then how is a humble application supposed to know?! 

Now comes the really ingenuous part about DNS. If you want to find out the IP-address of student, then, DNS says, go ask the machines that manage it, and they will tell you. 

In fact, DNS is a giant distributed database. It is implemented by means of so-called name servers that supply information on a given domain or set of domains. For each zone, there are at least two, at most a few, name servers that hold all authoritative information on hosts in that zone. To obtain the IP-address of uniwa (a UWA machine), all you have to do is contact the name server for the uwa.edu.au zone, which will then return the desired data. 

Easier said than done, you might think. So how do I know how to reach the name server UWA? DNS provides for this. When your application wants to look up information on uniwa, it contacts a local name server, which conducts a so-called iterative query for it. It starts off by sending a query to a name server for the root domain (the domain containing the whole DNS names), asking for the address of uniwa.uwa.edu.au. The root name server recognizes that this name does not belong to its zone of authority, but rather to the au zone. Thus, it tells you to contact an au zone name server for more information, and encloses a list of all au name servers along with their addresses. Your local name server will then go on and query one of those. By the same process, the au zone name server will return a list of edu.au name servers and addresses. The local name server will then present its query for uniwa.uwa.edu.au to one of these, which will return the name server for uwa.edu.au. Finally, the local name server will query the name server for uwa.edu.au for uniwa.uwa.edu.au, and that name server will recognize the name as belonging to its zone, and return the corresponding IP-address. 

To improve response time during future queries, the local name server will store the information obtained in its local cache. So the next time anyone on your local network wants to look up the address of a host in the uwa.edu.au domain, your name server will not have to go through the whole process again, but will rather go to the uwa.edu.au name server directly. 

Of course, the name server will not keep this information forever, but rather discard it after some period. This expiry interval is called the time to live, or TTL. Each datum in the DNS database is assigned such a TTL by administrators of the responsible zone. Note that this TTL is not used the same way as the TTL for the IP protocol we have been discussing in the lectures.

Domain Name Servers

Name servers that hold all information on hosts within a zone are called authoritative for that zone, and are sometimes referred to as master name servers. Any query for a host within this zone will finally wind down at one of these master name servers. 

The DNS Database

We have seen above that DNS does not only deal with IP-addresses of hosts, but also exchanges information on name servers. There are in fact a whole bunch of different types of entries the DNS database may have. 

A single piece of information from the DNS database is called a resource record, or RR for short. Each record has a type associated with it, describing the sort of data it represents, and a class specifying the type of network it applies to. The basic resource record type is the A record which associates a fully qualified domain name with an IP-address. 

Of course, a host may have more than one name. However, one of these names must be identified as the official, or canonical host name, while the others are simply aliases referring to the former. The difference is that the canonical host name is the one with an A record associated, while the others only have a record of type CNAME which points to the canonical host name.

A complete list of the RR and their format is given in the Appendix at the end of this tutorial sheet.

Further reading

For more details on the DNS for those interested, refer to your textbook section 7.2, and the relevant section of the online LINUX Network Administrator’s Guide at

http://www.uni-tuebingen.de/zdv/projekte/linux/books/nag/node34.html#SECTION004600000
The Resolver Service in LINUX

As discussed above, TCP/IP networking may rely on different schemes to convert names into addresses. The simplest way, which takes no advantage of the way the name space has been split up into zones is a host table stored in /etc/hosts. This is useful only for small LANs that are run by one single administrator, and otherwise have no IP-traffic with the outside world. We have gone through an introduction to the /etc/hosts file in our week 8 tutorial on More Networking Tools. 

Alternatively, you may use BIND, the Berkeley Internet Name Domain Service, for resolving host names to IP-addresses. Usually it involves using a program called named (pronounced name-dee, for name daemon). This program runs on the name server and replies to queries for the name service. 

For a LINUX machine to be operating as a name server, it must have the named program running. It is usually run at boot time. Unfortunately, your system is not configured to run boot up with named, so we will not be trying to use your local machines as name servers. We will instead use another university name server for this purpose (see below). 

The set-up for named and BIND, especially BIND, can get quite in depth. We will not be going through them here.

The Resolver Library

When talking of “the resolver”, we do not mean any special application, but rather refer to the resolver library, a collection of functions that can be found in the standard C library. These functions can be used when writing programs. The central routines are gethostbyname and gethostbyaddr which look up all IP addresses belonging to a host, and vice versa. They may be configured to simply look up the information in hosts, query a number of name servers, or use the hosts database of NIS (Network Information Service). Other applications, like smail, may include different drivers for any of these, and need special care.

The host.conf File

The central file that controls your resolver setup is /etc/host.conf. It tells the resolver which services to use when resolving the names, and in what order. 

In our host.conf, we have two lines which is common to most host.conf files.


# cat /etc/host.conf

order hosts, bind

multi   on
The order option specifies the order which resolver services are tried. The value of hosts means to use the local /etc/hosts file first, and the next value of bind means to use the BIND name server (more below on which BIND name server the system uses). The “multi on” options means that the names in the /etc/hosts file can have more than one IP address.

For a complete description of available options in the host.conf file, refer to 

http://www.uni-tuebingen.de/zdv/projekte/linux/books/nag/node82.html#SECTION008110000
Configuring Name Server Lookups for BIND

When configuring the resolver library to use the BIND name service for host lookups, you also have to tell it which name servers to use. There is a separate file for this, called resolv.conf.

In our resolv.conf file we have:


# cat /etc/resolv.conf

search it.murdoch.edu.au

nameserver 134.115.4.33
The search option specifies which default domain to search under if names are given without full FQDNs. Eg. If we use the name “mach1” in our system and it doesn’t exist in our /etc/hosts file, we would query the name server with for mach1.it.murdoch.edu.au. The nameserver option specifies the address of the name server our system will use.

Getting information from the Name Server

There's a fine tool for checking the operation of your name server setup. It is called nslookup. Besides looking up the addresses for individual hosts, you may query for any type of DNS record, and transfer the entire zone information for a domain. Just type the command at the prompt:

# nslookup

This will start an interactive session using name server specified in resolv.conf. When invoked, nslookup will display the name server it uses, and enter interactive mode. At the `>' prompt, you may type any domain name it should query for. 

To understand the output given in the following example commands, refer to the Appendix at the end of this tutorial sheet.

By default, it asks for class A records, those containing the IP-address relating to the domain name. You may change this type by issuing “set type=type”, where type is one of the resource record names described above in section-, or ANY. 

For example, you might have the following dialogue with it: 

# nslookup

Default Server:  spider.murdoch.edu.au

Address:  134.115.4.33

> dijkstra.it.murdoch.edu.au

Server:  spider.murdoch.edu.au

Address:  134.115.4.33

Name:    dijkstra.murdoch.edu.au

Addresses:  134.115.64.2, 134.115.192.2

Aliases:  dijkstra.it.murdoch.edu.au

You can make it query for records other than type A by issuing the “set type” command. For example, to get the SOA record of dijkstra.it.murdoch.edu.au, you would issue: 

> set type=SOA

> dijkstra.it.murdoch.edu.au

Server:  spider.murdoch.edu.au

Address:  134.115.4.33

dijkstra.it.murdoch.edu.au
canonical name = dijkstra.murdoch.edu.au

murdoch.edu.au


origin = spider.murdoch.edu.au


mail addr = mikeg.spider.murdoch.edu.au


serial = 10002242


refresh = 10800 (3H)


retry   = 3600 (1H)


expire  = 3600000 (5w6d16h)


minimum ttl = 86400 (1D)

Refer to the Appendix below for descriptions of the different lines in the output.

In a similar fashion you can query for MX records, etc. Using a type of ANY returns all resource records associated with a given name. 

> set type=MX

> dijkstra.it.murdoch.edu.au

Server:  spider.murdoch.edu.au

Address:  134.115.4.33

dijkstra.it.murdoch.edu.au
canonical name = dijkstra.murdoch.edu.au

dijkstra.murdoch.edu.au
preference = 300, mail exchanger = central.murdoch.edu.au

dijkstra.murdoch.edu.au
preference = 100, mail exchanger = dijkstra.murdoch.edu.au

murdoch.edu.au
nameserver = spider.murdoch.edu.au

murdoch.edu.au
nameserver = lobster.murdoch.edu.au

murdoch.edu.au
nameserver = ns.adelaide.edu.au

central.murdoch.edu.au
internet address = 134.115.4.126

dijkstra.murdoch.edu.au
internet address = 134.115.64.2

dijkstra.murdoch.edu.au
internet address = 134.115.192.2

spider.murdoch.edu.au
internet address = 134.115.4.33

lobster.murdoch.edu.au
internet address = 134.115.8.33

ns.adelaide.edu.au
internet address = 129.127.40.3

To exit from nslookup use the “exit” command.. 
> exit 

The complete set of commands available with nslookup may be obtained by the help command from within nslookup.

Exercises

1. Try setting the type to the other ones specified in the Appendix below, and have a look at those records stored on name server for the hosts dijkstra.it.murdoch.edu.au.

2. Try the same for other hosts you know about, within Murdoch and externally. What information is available in your name server for hosts external to Murdoch University?

Appendix: The DNS Database Resource Records

All data contained in a name server master file is split up in resource records, or RRs for short. They make up the smallest unit of information available through DNS. Each resource record has a type. A records, for instance, map a hostname to an IP-address, and a CNAME record associates an alias for a host with its official hostname. 

Resource record representations in master files share a common format, which is 

                  [domain]  [ttl]  [class]  type  rdata

domain 

This is the domain name to which the entry applies. If no domain name is given, the RR is assumed to apply to the domain of the previous RR. 

ttl 

In order to force resolvers to discard information after a certain time, each RR is associated a “time to live”, or ttl for short. The ttl field specifies the time in seconds the information is valid after it has been retrieved from the server. It is a decimal number with at most eight digits. If no ttl value is given, it defaults to the value of the minimum field of the preceding SOA record. 

class 

This is an address class, like IN for IP addresses, or HS for objects in the Hesiod class. For TCP/IP networking, you have to make this IN. If no class field is given, the class of the preceding RR is assumed. 

type

This describes the type of the RR. The most common types are A, SOA, PTR, and NS. The following sections describe the var- ious types of RR's. 

rdata 

This holds the data associated with the RR. The format of this field depends on the type of the RR. Below, it will be described for each RR separately. 

The following is an incomplete list of the more important RRs to be used in DNS master files:

SOA

This describes a zone of authority (SOA means ``Start of Authority''). It signals that the records following the SOA RR contain authoritative information for the domain. Every master file included by a primary statement must contain an SOA record for this zone. The resource data contains the following fields: 

origin 

This is the canonical hostname of the primary name server for this domain.

contact 

This is the email address of the person responsible for maintaining the domain, with the `@' character replaced by a dot.

serial 

This is the version number of the zone file, expressed as a single decimal number.

refresh 

This specifies the interval in seconds that the secondary servers should wait between checking the SOA record of the primary server.

retry

This number determines the intervals at which a secondary server should retry contacting the primary server if a request or a zone refresh fails. Usually one hour, or one half hour. 

expire

 This specifies the time in seconds after which the server should finally discard all zone data if it hasn't been able to contact the primary server. It should normally be very large.

minimum

This is the default ttl value for resource records that do not explicitly specify one. This requires other name servers to discard the RR after a certain amount of time. 

A

This associates an IP address with a hostname. The resource data field contains the address in dotted quad notation. For each host, there must be only one A record. The hostname used in this A record is considered the official or canonical hostname. All other hostnames are aliases and must be mapped onto the canonical hostname using a CNAME record.

CNAME

This associates an alias for a host with its canonical hostname. The canonical hostname is the one the master file provides an A record for; aliases are simply linked to that name by a CNAME record, but don't have any other records of their own. 

MX

This RR announces a mail exchanger for a domain. The syntax of an MX record is 

                          [domain] [ttl] [class] MX preference host

“host” names the mail exchanger for domain. Every mail exchanger has an integer preference associated with it. A mail transport agent who desires to deliver mail to domain will try all hosts who have an MX record for this domain until it succeeds. The one with the lowest “preference” value is tried first, then the others in order of increasing preference value. 

HINFO

This record provides information on the system's hardware and software. Its syntax is 

                          [domain] [ttl] [class] HINFO hardware software

The “hardware” field identifies the hardware used by this host. There are special conventions to specify this. The “software” field names the operating system software used by the system. Again there are special conventions to specify this.
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